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ABSTRACT
Interactive free-viewpoint selection applied to a 3D multi-view signal is a possible attractive feature of the
rapidly developing 3D TV media. This paper explores a new rendering algorithm that computes a free-viewpoint
based on depth image warping between two reference views from existing cameras. We have developed three
quality enhancing techniques that speciﬁcally aim at solving the major artifacts. First, resampling artifacts are
ﬁlled in by a combination of median ﬁltering and inverse warping. Second, contour artifacts are processed while
omitting warping of edges at high discontinuities. Third, we employ a depth signal for more accurate disocclusion
inpainting. We obtain an average PSNR gain of 3 dB and 4.5 dB for the ‘Breakdancers’ and ‘Ballet’ sequences,
respectively, compared to recently published results. While experimenting with synthetic data, we observe that
the rendering quality is highly dependent on the complexity of the scene. Moreover, experiments are performed
using compressed video from surrounding cameras. The overall system quality is dominated by the rendering
quality and not by coding.
Keywords: 3D view interpolation, view synthesis, Depth Image Based Rendering (DIBR)

1. INTRODUCTION
Three-dimensional (3D) video is nowadays broadly considered to succeed existing 2D HDTV technologies. The
depth in a 3D scene can be created with e.g. stereo images or by explicitly sending a depth signal or map, as an
addition to the texture image. An interesting feature in 3D imaging is to virtually move through the scene in
order to create diﬀerent viewpoints. This feature, called multi-view video has become a popular topic in coding
and 3D research. Viewing a scene from diﬀerent angles is an attractive feature for applications such as medical
imaging,1, 2 multimedia services3 and 3D reconstruction.4 Since the number of cameras is practically limited and
consequently the number of viewing angles, research has been devoted to interpolate views between the cameras.
The creation of such artiﬁcial views in 3D is called rendering. Pulli et al.5 have shown that one can obtain
an improved rendering quality by using the geometry of the scene. In our case, we employ a depth signal as a
geometry description, besides the usual texture images. When employing depth signals, a well-known technique
for rendering is called Depth Image Based Rendering (DIBR), which involves the projection of a viewpoint into
another view. This projection is actually based on warping.6 Our research reported here concerns multi-view
rendering algorithms and aims at ﬁnding the best free-viewpoint rendering algorithm, when using multi-view
texture and depth images to describe the scene. Previous research on warping while using DIBR from one
reference image, reveals two inherent limitations,7 which are viewpoint dependency of textures and disocclusions.
To overcome these limitations, most recent methods8–12 employ warping from two surrounding reference images
to a virtual, or synthesized, viewpoint. Disocclusions from one reference camera are compensated by the other
camera and for minimizing errors in viewpoint dependency, textures of the virtual image are blended from the
surrounding images. Zitnick et al.8 have already pointed out that to render a high quality image at an arbitrary
viewpoint, one has to cope with three major challenges. First of all, empty pixels and holes due to sampling of
the reference image have to be closed. Secondly, pixels at borders of high discontinuities cause contour artifacts.
The third challenge involves inpainting disocclusions that remain after blending the projected images (these
areas cannot be viewed from any of the surrounding cameras). In this paper, each principal challenge and its
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solution is discussed in detail. First, non-linear median ﬁlters are used to ﬁll in holes in the DIBR process.
Second, pixels causing object ghosts are explicitly labeled to avoid further contour artifacts using modiﬁed signal
processing. Third, disocclusions are inpainted using the available depth information to obtain a higher quality.
The improvements were evaluated with a set of experiments, which clearly showed an improved quality compared
to existing literature. Literature reviews are provided in the next section where recent algorithms are discussed.
The algorithmic extensions for the previous improvements should be simple, as we aim at a real-time hardware
implementation of the rendering.
The remainder of this paper is organized as follows. Section 2 gives an overview of recent free-viewpoint
DIBR algorithms. Section 3 describes the challenges of free-viewpoint DIBR and solutions in detail. Afterwards,
our proposed algorithm is covered in Section 4 and evaluated in Section 5 with two series of experiments. Finally,
Section 6 discusses the conclusions and future work.

2. RECENT RESEARCH ON FREE-VIEWPOINT RENDERING
In this section, we brieﬂy discuss several recent free-viewpoint algorithms. In particular, we have analyzed the
algorithm developed by Mori et al.,12 because they have presented experimental results that are comparable
to ours. In 2004, Zitnick et al.8 provided a free-viewpoint rendering algorithm which is based on a layered
depth map representation. For texture mapping, 3D meshes are created and the rendering is implemented on a
GPU. Although the results look good, the method is complex and requires a considerable amount of pre- and
post-processing operations. Smolic et al.9 decompose depth maps in three layers and warp them separately.
The obtained results of the layers are merged and rendering artifacts are post-processed. The quality of this
algorithm is not measured, but it is obvious that the algorithm requires a substantial amount of operations.
Morvan et al.10 and Oh et al.11 perform DIBR by ﬁrst creating a depth map for the virtual view to be rendered.
Based on the created depth map, an inverse warping is performed to obtain the textures and ghost contours are
removed by dilation. These last two methods resemble the algorithm developed by Mori et al.
The principal steps of the Mori algorithm, depicted in Figure 1, are now explained. First, the depth maps of
the reference cameras are warped to the virtual viewpoint. Then, the empty pixels are ﬁlled in by a median ﬁlter.
Afterwards, the depth maps are processed with a bilateral ﬁlter, to smoothen the depth maps while preserving
the edges. Then, the textures are retrieved by performing an inverse warping from the projected depth maps
back to the reference cameras. Ghost contours are removed by dilating the disocclusions. Afterwards, the texture
images are blended and the remaining disocclusions are inpainted using the method proposed by Telea.13 The
 

  
     
     

  

 
    


 
    

      
   

 
  


 
   

 
    


 
    

      
   

 
  

  

  



 

Figure 1. Rendering algorithm by Mori et al.

use of a median ﬁlter for ﬁlling empty pixels, such as in Mori et al., does not remove all cracks. We have observed
that cracks will appear when we warp a surface from one viewpoint to another viewpoint. If the surface is at
the background, then cracks consist of empty pixels. But if the surface is part of the foreground, the cracks
will probably contain already warped background pixels. When a bilateral ﬁlter is applied afterwards, the errors
still persist, because of cracks in the foreground. Subsequently, the textures retrieved by inverse warping are
not correct. Another disadvantage of applying bilateral ﬁltering such as by Mori is that some pixels in the
disoccluded areas will be assigned a non-zero value. The inpainting technique as employed by Mori, uses only
texture information without depth information.

3. IMPERFECTIONS OF FREE-VIEWPOINT VIEW SYNTHESIS AND SOLUTIONS
In this section, we show the origins of the three major artifacts that occur when performing free-viewpoint view
synthesis and present for each artifact a simple but eﬀective solution.

3.1 Cracks and holes due to image sampling rate
The ﬁrst problem we have to overcome are ‘cracks’ caused by sampling in the x and y-direction of the reference
image. Let us explain this phenomenon. Figure 2(a) shows an example of the variable object size depending
on the viewpoint. To reconstruct surface S at the virtual viewpoint, we have to sample the visible part of S in
the reference image and warp it to the virtual image. Using equal sampling rate for both images, the warping
may lead to a diﬀerent area S ′ in the virtual image (40 instead of 25 pixels). Consequently, empty pixels will
inevitably occur at the virtual image, as seen in Figure 2(b). The large empty areas appearing as shadows at the
right side of each person, are called disocclusions and will be discussed in a later section. Our solution to ﬁll in
   

    

    





     

     





       

       

(a) objects sizes change at diﬀerent viewpoints

(b) cracks after warping

Figure 2. The eﬀect of sampling the image space

the cracks is to label them and perform an inverse warping of the labeled pixels to retrieve the textures. First,
we process the projected depth map with a median ﬁlter. Depth maps consist of smooth regions with sharp
edges, so that median ﬁltering will not degrade the quality. Afterwards, we compare the input and output of the
median ﬁlter and perform an inverse warping when pixels have changed. This method is illustrated in Figure 3.
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Figure 3. Median ﬁltering depth maps and inversing cracks

3.2 Ghost contours due to high depth-map discontinuities
Inaccuracy in depth maps causes textures to be warped to wrong places in the virtual image. This is most
visible at the edges of objects, where the discontinuities in depth maps are high. In depth maps, these edges
are sharp, only one pixel wide, while in texture maps, they cover usually two to three pixels. This diﬀerence in

edge resolution results in foreground textures at the edges to be warped to the background. When we do not
remove these pixels, the resulting rendered image will have a ghost contour of the foreground objects. This is
shown in Figure 4. If we zoom in at high-discontinuity edges, we have noticed that the textures of those edges

     
     

  



   
     
   

Figure 4. Ghost contour within the virtual image due to poorly-deﬁned borders

is a mixture of both the foreground and background objects in the scene. Therefore, it may be better to fully
omit the warping of those edges. So, our method is to warp only pixels that are not a-priori labeled as ghost
contours. Ghost contour pixels are labeled if the following condition is satisﬁed:
(
∀x,y ∈ S ,

+1 ∑
+1
∑

)
D(x + i, y + j)

− 9 ∗ D(x, y) > Td .

(1)

i=−1 j=−1

Here S is the image space, D denotes the depth map of the reference camera and Td is a predeﬁned threshold.
The advantage is that we do not have to erase the ghost contour in a second processing step. Assuming an edge
width of two to three pixels, the application of Equation (1) only successfully labels the right-hand pixels of the
edge. To correctly label the left-hand pixels of the edge, an additional labeling step is required.

3.3 Disocclusions inpainting
After blending the two projected images into the virtual image, disocclusions may still occur. These are areas that
cannot be viewed from any of the reference cameras. Most inpainting techniques for ﬁlling in those missing areas,
are developed to reconstruct small regions of an image. These regions can be inpainted by texture extrapolation,
while maintaining the structure of the textures. Although these techniques work suﬃciently well, the resulting
inpainted regions contain a certain amount of blur. In our case, the disocclusions are not just random regions of
an image. They are newly uncovered areas of background without texture or depth information, and certainly
not part of foreground objects. When we assume that the disocclusions should be background, we may use
the depth information at the edges of the disoccluded region for inpainting with more accurate textures. This
method is illustrated in Figure 5 and consists of several steps. First, we search for every pixel in the disoccluded
region in eight directions for the nearest edge pixel. Second, we only take into account the edge pixels with the
lowest depth value. Third, with these pixels, we calculate a weighted average according to Equation (2), speciﬁed
by
∑N
∀u,v ∈ O ,

P (u, v) =
{

with

fi (ti ) =

−2
∗ fi
i=1 di
,
∑
N
−2
d
i=1 i

0
ti

(2)

, if f oreground
, if background.

Here, O is the disoccluded region, parameter N = 8, d denotes the distance of pixel P to the edge of the disoccluded
region and t is the texture value of an edge pixel. As can be seen, the weights are inversely proportional to the
distance, so that nearby pixels give the highest contribution. Note that in the summation, only those texture
values are used that belong to the background. Eﬀectively, this means that the summation over N terms is
variable and involves a summation over one to eight background pixels.
The advantage of our method is that no blurring between foreground and background textures occurs. The
drawback is that the inpainted region becomes a low-frequency patch, when the disoccluded region is large.

The last picture of Figure 5 shows that blurring of foreground and background textures occurs when we do
not consider depth information for inpainting. Our inpainting algorithm is based on a weighted interpolation

   




       









   

 

 

   



 

  
  





  

  

       

 






  

       

Figure 5. Individual steps of inpainting (left three) and the results with and without depth information (at the right)

from neighboring background pixels that contain texture values. Oh et al.11 also used depth information for
inpainting, but they had to deﬁne the disoccluded regions and their boundaries ﬁrst. Afterwards, the disoccluded
regions are inpainted using the method of Telea,13 which is expensive, since it requires analyzing a boundary
region around every disoccluded pixel. In contrast with this, we process each pixel in the disoccluded region
separately in order to achieve a high quality of the resulting image, while keeping our algorithm simple and fast.

4. PROPOSED FREE-VIEWPOINT RENDERING ALGORITHM
In this section, we present our algorithm for free-viewpoint rendering. This algorithm diﬀers in key aspects from
the proposal of Mori et al. and these aspects will be indicated ﬁrst.
• The ﬁrst key aspect is that Mori ﬁrst creates a depth map prior to rendering. In our case, we warp the
reference image, but copy both the texture and depth values to the virtual image. This almost halves
the amount of warping operations. In addition, less errors occur because every warping iteration causes
rounding errors.
• The second key aspect is that ghost contours are removed by dilating the disoccluded regions. Dilation also
removes some correct pixels and therefore, it is not considered as a feasible technique for implementation.
Instead, we label the edge pixels that cause ghost contours and omit those pixels from warping.
• The third key aspect involves inpainting disocclusions. Mori et al. ﬁll every disoccluded pixel by textures
from a boundary region, while our algorithms only consider boundary pixels that are part of the background.
Using depth information for inpainting disocclusions, we ensure that blurring between foreground and
background objects does not occur.
The diagram for our proposed algorithm is depicted in Figure 6, of which each individual processing step is now
described.
 

  
     
     

  

  
    

     
      





      
 
 
   

  
    

     
      





  

  

      
 
 

Figure 6. Sequence of the principal steps in our proposed rendering algorithm

Step 1. Warping depth maps and copying texture values to the corresponding locations.
We warp depth maps and create textures for the new viewpoint by copying the texture values to the pixel
locations deﬁned by depth map warping. The warping is based on14 and speciﬁed by
[Dwarped1 , Twarped1 ] = W arp(∼ HD(Dref 1 )),

(3)

[Dwarped2 , Twarped2 ] = W arp(∼ HD(Dref 2 )),

(4)

where Dref 1 and Dref 2 are depth maps of the ﬁrst and second reference cameras, respectively, W arp is a warping
operation, Dwarped1 and Dwarped2 are depth maps, warped from Dref 1 and Dref 2 , respectively. Parameters
Twarped1 and Twarped2 are textures at the new viewpoint. Pixels at high discontinuities are ﬁrst labeled with the
function HD as shown in Equation (1) and only the non-labeled pixels are warped. The advantage is that we
do not need an additional step for erasing ghost contours.
Step 2. Median filtering and defining changed pixels.
We apply median ﬁltering to the Dwarped1 and Dwarped2 and ﬁnd the indexes Indexto warp1 and Indexto warp2
of pixels whose values have changed. This index computation is speciﬁed by
Indexto warp1 = Cracks(M edian(Dwarped1 )),

(5)

Indexto warp2 = Cracks(M edian(Dwarped2 )),

(6)

where M edian is a median ﬁlter with a 3×3 window, and Cracks is a function detecting pixels that have changed
during median ﬁltering.
Step 3. Texture crack filling by inverse warping.
The cracks on warped textures are ﬁlled in by inverse warping, which is warping from the new view to the
reference camera views. This covers the following relations:
[Dwarped1 , Twarped1 ] = W arp−1 (Indexto warp1 ),
[Dwarped2 , Twarped2 ] = W arp

−1

(Indexto warp2 ).

(7)
(8)

Step 4. Create the texture for the new view.
The two warped textures are blended with the function Blend and disocclusions inpainting of the resulting image
gives a new image according to
[Dnew , Tnew ] = Inpaint(Blend(Twarped1 , Twarped2 )),

(9)

where Inpaint deﬁnes the inpainting procedure as described in Section 3.3.

5. EXPERIMENTAL RESULTS
In this section, the proposed rendering algorithm is evaluated with two series of experiments. Firstly, the
rendering quality is measured while varying the angles between the reference cameras. Secondly, we evaluate
the eﬀect of compressing the data prior to rendering, which would be the typical case in a future system. The
camera setup of the test sequences consists of eight reference cameras positioned along an arc, spanning about
30◦ from one end to the other. The applied video sequences in the experiments are illustrated in Figure 7.

5.1 Rendering quality for real life sequences
Since the number of cameras is limited, the camera setup is of primary importance for obtaining a good quality
of free-viewpoint rendering. The ﬁrst series of measurements evaluates the quality of the rendering while varying
the angle between the two nearest cameras. This measurement technique has been described in a publication.12
For measuring the rendering quality, we compare the rendered image with the reference image of the center
camera and calculate the Peak-Signal-to-Noise Ratio (PNSR-Y), speciﬁed by
(
P SN R = 20 log
with M SE =

255
√
M SE

)
,

1 ∑
(Yv (x, y) − Yref (x, y))2 .
N x,y∈S

(10)

   

































     

 

Figure 7. Test video sequences

Parameter S denotes the image space, N represents the number of pixels within S and Yv and Yref are the
luminance of the virtual and reference image, respectively.
Figure 8 shows the eﬀect of enlarging the angles between the reference cameras on the three proposed algorithms compared to the results, as presented by Mori et al.12 To minimize the number of outliers, measurements
are taken as the average values of 20 randomly chosen frames. It can be seen that the average gain of the
proposed algorithm compared to the Mori et al. algorithm is 4.5 dB and 3 dB for the ‘Ballet’ and ‘Breakdancers’
sequences, respectively. The large diﬀerence in PSNR is caused by the fact that we only use median ﬁltering
instead of bilateral ﬁltering and our inpainting is based on the depth signal. The subjective evaluation of the
images showed a similar diﬀerence in quality, however, the perceptual diﬀerence appears to be somewhat smaller
than the numbers suggest. The perceptual diﬀerences are visible at the edges of objects and the diﬀerences in
smoothness of the pictures.
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Figure 8. Comparison of rendering quality of textures and depth for three sequences

5.2 Rendering quality for synthetic data
To investigate the rendering algorithms in more detail, the same experiments are conducted with synthetic data,
as shown in the last picture of Figure 7. The ‘Cubes’ sequence consists of three cubes with diﬀerent sizes orbiting
around each other in a room that is similar to the one in the ‘Ballet’ sequence. Taking into account that viewpoint
interpolation is important for 3D medical imaging, as indicated in1 and,2 we have experimented with rendering
3D medical data. The ‘Vessels’ model is an accurate 3D model of a branch of veins in a human brain. Rendering
medical data presents some new challenges. For example, unlike the other sequences, where we only have two
layers (foreground and background), a 3D model of vessels may contain two, three or more layers of objects. The
camera setup is the same as the one used from the ‘Ballet’ sequence, using 8 cameras. To verify the accuracy of
the proposed algorithms, we measure the PSNR for the depth maps, since we assume that the accuracy of the
rendering is proportional to the accuracy of a depth map for a new view. Considering Figure 8(c), the PSNR of
the depth maps for the ‘Cubes’ sequence is rather high compared to the ‘Vessels’ model. There are mainly two
reasons for this. First, the ‘Vessels’ model is much more complex than the ‘Cubes’ sequence. The multiple layers
in the ‘Vessels’ model produce more disocclusions, which decreases the rendering quality. Second, images from
the ‘Vessels’ model do not contain any background. Errors between foreground and background become quite
large, leading to signiﬁcantly lower PSNR values.

5.3 Rendering quality with compressed data
In multi-view video, the bandwidth and amount of data involved are several times higher than with single-view
video. To limit the bandwidth, the captured videos need to be encoded. Morvan et al.15 have developed
a method for calculating the optimal joint texture/depth quantization settings for the encoder. We will now
describe brieﬂy how this is achieved. In order to ﬁnd the optimal joint bit-rate settings, the joint texture/depth
Rate-Distortion (R-D) surface must ﬁrst be created, as depicted in Figure 9(a). From this surface, we perform
a full search to ﬁnd the minimum distortion. The rendering quality is expressed as a maximal PSNR for every
joint bit rate. To eliminate the number of outliers in these surfaces, measurements are taken as the average
values of 10 randomly chosen frames. The applied data sets are the ‘Ballet’ and ‘Breakdancers’ sequences. Each
video contains 100 texture frames and their associated depth maps with a resolution of 1024×768 pixels. The
videos are encoded with two-pass H.264 encoding, with a frame rate of 15 Hz. The virtual image is rendered
from the same location as the center camera. The two nearest cameras are taken as reference cameras.
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Figure 9. Video rendering quality as a function of the bit rate used for compression

From Figure 9(b), it can be observed that from a 1.6 Mbps joint bit rate onwards, the rendering quality shows
a smooth behavior and increases only hardly. This means that for higher joint bit rates, the rendering quality is
only inﬂuenced by the rendering algorithm and not by the compression of the video streams from the neighboring
cameras. Below 1 Mbps, the obtained quality deteriorates rapidly and compression has a serious inﬂuence on the
quality. It is interesting to investigate the texture/depth bit rate ratio for the optimal rendering quality (ropt ).

From the measurements, we can calculate that the average ropt is equal to 1.16 with a variance of 4.7 · 10−5 ,
and 0.96 with a variance of 8.0 · 10−5 , for the ‘Ballet’ and ‘Breakdancers’ sequences, respectively. The plots with
a ﬁxed ratio rf ix equal to the average ropt , are also shown in Figure 9(b) (dotted curves). It can be observed
that using these ﬁxed ratios, we obtain a rendering quality that is very close to the optimal one. Although the
optimal ratios are scene dependent, we can say that a ﬁxed ratio of unity is a good starting point for ﬁnding
the optimal rendering quality, given a joint bit rate. Applying a ﬁxed ratio may omit the time consuming task
of creating an R-D surface. In the YUV 4:2:0 video format, the color video size of texture maps are 1.5 times
larger than that of depth maps. An optimal ratio (ropt ) of unity means that the depth map compression rate
is lower than the texture map compression rate. Thus, for obtaining the highest rendering quality, depth maps
should be of higher quality than texture maps.

6. CONCLUSIONS
This paper has presented an improvement algorithm for the main artifacts when rendering virtual views in a
free-viewpoint 3D video sequence. Typically, the multi-view rendering is based on warping the surrounding
reference views to the new viewpoint and blending the warped results. The main problems in this procedure
are threefold. First, cracks and holes appear in the reconstructed image due to object size changes resulting
from warping. Second, ghost contours appear in the background because texture pixels on object edges are
erroneously projected into the background. Third, uncovered background from disocclusions occurs and needs
to be ﬁlled in appropriately. In order to come to a new and improved 3D multi-view rendering algorithm, we
have analyzed the previous shortcomings and came to the following solutions. Instead of ﬁrst computing a
depth map at a new view, which was followed by several authors, we have chosen to employ a median ﬁlter for
ﬁlling up the empty pixels. As a bonus, this approach almost halves the amount of warping operations without
any serious quality deterioration. Ghost contours are avoided by analyzing the edges at the input images more
accurately. To this end, we have explored a solution where edge texture pixels are labeled and selectively omitted
for warping. Also for the inpainting of disocclusions we have an alternative approach. Instead of extrapolative
ﬁltering from boundary pixels, we employ the depth information to select background pixels more accurately,
so that foreground and background mixing blur is avoided. We have explored an algorithmic framework which
consists of four steps. First, depth maps are warped, while omitting high discontinuities and texture is added
correspondingly. Second, the median ﬁltering is applied to the warped images. Third, texture cracks are ﬁlled
with inverse warping and ﬁnally blending with inpainting gives the resulting image. Experiments were performed
with natural and synthetic data while investigating the inﬂuence of compression on the video data. From the
experiments, we conclude that, from an objective perspective, the proposed algorithm clearly outperforms the
existing algorithm proposals from literature, such as published in.10, 12 Our algorithm produces 3–4 dB higher
PSNR, while the perceptual diﬀerence in quality appears to be somewhat lower. We have also found that the
inﬂuence of H.264 compression of the video data is negligible above 1.6 Mbps joint bit rate for texture and
depth. In these experiments, it was shown that the depth map should be of relatively high quality and consumes
a signiﬁcant portion of the joint bit rate (up to 50%).
While developing our rendering algorithm, we have aimed at a good quality while keeping the amount of
necessary operations minimal, since this work will be adopted in a real-time experimental system, as planned in
the European ITEA2 iGlance project. A complexity analysis has revealed that the algorithm can be implemented
in hardware and used in interactive multimedia services as well as in other systems requiring rendering, such as
3D medical visualization. Our rendering algorithm may also be useful for currently developed multi-view coding
algorithms.16
Reﬂecting about the obtained results, we have found ideas for further improvements. First, the disocclusions
inpainting technique can be improved when taking the structure of the surrounding pixels into account. Second,
the color consistency during blending can be veriﬁed to avoid jagged edges at straight lines after blending.
The perceptual appearance of edges in the virtual view can be improved by selectively smoothing the eﬀects of
non-linear processing of the edges.
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